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Abstract—With the advent of stacked memory and new
memory architectures, the heterogeneity of memory has been
increasing. In the diverse memory technologies, each memory
architecture has its own advantages and weaknesses. Considering
the trade-offs, future systems are expected to support multiple
memory architectures with a hybrid memory system. However,
such diversity of memory architectures complicates the performance optimization of on-chip memory hierarchy. One of the key
components affected by this trend is the hardware prefetcher.
The available memory bandwidth highly affects the effectiveness
of prefetchers, and the aggressiveness of prefetchers must be
tuned for memory architectures as well as application behaviors.
This paper investigates the effect of memory diversity on the
prefetcher parameter selection, and proposes a dynamic parameter search mechanism to adjust the prefetch aggressiveness under
various memory architectures. Using a general hill climbing
scheme periodically, the mechanism adapts to the memory
architectures and application behaviors effectively. In addition
to such automatic tuning, the study improves the solution for
cache pollution exacerbated by the increase of speculative data
from more aggressive prefetchers in higher bandwidth memory.
With the dynamic parameter search and pollution mitigation, the
proposed framework improves the performance of applications
by 12.4% on average compared to the prior scheme for tuning
prefetch parameters.

I. I NTRODUCTION
For the past several decades, the memory technology has
been advancing fast with ever higher density and more bandwidth. However, for each generation of DRAM, one type of
DRAM architecture has been dominantly adopted in commercial systems, although each system may have some differences
in the number of available channels and their organization. Due
to the relatively homogeneous DRAM configurations, on-chip
memory hierarchy in each generation has been optimized for
one type of memory architecture. However, with the advent of
3D-stacked DRAM architectures and new non-volatile memory, the heterogeneity of memory architectures will increase
tremendously. With the 3D-stacked DRAM architectures, the
range of configurable memory channels will be much higher
than the current DDR3 where most of the commercial processors use 2-4 channels. New non-volatile memory which
may partly replace DRAM as the secondary main memory,
will also increase the available memory choices. Furthermore,
many future systems are expected to have a hybrid memory
system combining two or more from stacked DRAM, external
DRAM, and non-volatile memory.

However, the heterogeneity of memory architectures complicates the prefetcher design. Prefetchers are known to be
sensitive to memory architectures as well as application behaviors [1]. The available memory bandwidth and latency highly
affect how aggressively prefetchers must generate prefetch
requests. A prior study advocated that the aggressiveness of
prefetchers must be dynamically adjusted considering the application behaviors for a given fixed memory architecture [1].
In the study, the feedback-directed prefetcher chooses one of 5
different levels of aggressiveness. However, such pre-selected
candidate configurations become no longer the best ones, if the
underlying memory architectures change or multiple different
architectures are used for the processor.
This study investigates the effect of the diversity of memory
architectures on the prefetcher parameter selection, showing
that any fixed prefetch parameters cannot always be the best
ones under the increasing memory diversity. Based on the
observation, this study advocates that a dynamic parameter
selection mechanism must be used to accommodate such
diverse memory architectures. To prove that such a dynamic
parameter selection is feasible, this paper presents a live
prefetcher reconfiguration mechanism, which searches the best
aggressiveness configuration online. Instead of relying on a
few pre-selected configurations, the new framework uses a
general hill climbing algorithm based on random walks to
find the best configuration dynamically. The prefetch controller
periodically tries different aggressiveness configurations to
adjust the parameters on the fly.
Another potential problem of prefetching is the cache pollution problem, since prefetched data are stored in the onchip caches shared by prefetch and demand data. For higher
bandwidth memory architectures, prefetchers generate requests
more aggressively than traditional DDR3 architectures. Due to
the increased speculation, the worsened cache pollution can
offset the benefit of more aggressive prefetchers. However,
contrary to the concern on the problem, this study shows that
the cache pollution causes a relatively minor effect, since the
cache size has been increasing, and the prefetchers are tuned to
become aggressive only when necessary. However, to further
improve the prefetcher performance, we modified the prior
solution for our parameter selection mechanism, achieving a
modest but meaningful performance improvement [1].
The experimental results show that the proposed dynamic
parameter adjustment with random sampling can find good

1100
900

DDR2-800D (2ch)
DDR3-1600H (2ch)
DDR3-1600K (2ch)
DDR4-2400U (2ch)
DDR4-2400R (2ch)
DDR4-3200 (2ch)
HBM-1600 (8ch)
HBM-1600 (32ch)
HBM-2000 (8ch)
HBM-2000 (32ch)
PCM-read
PCM-write
CAMEO (16ch)
PoM (4ch)
LH Cache (4ch)
Alloy Cache (4ch)
Wide i/o (1ch)
Hetero-Mem (8ch)
Server Cache (4ch)

700

Bandwidth (GB/sec)

500
400
300
200

100

1
10

20

30

40

50

60

70

80

90

100 1,000

Read Latency (ns)

Fig. 1: Latency and bandwidth for different memory types
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prefetcher parameters for various applications under seven
different memory organizations. Even under such diverse
memory architectures, the dynamic prefetcher reconfiguration
can adjust the prefetcher parameters effectively. With a new
high bandwidth memory architecture, the proposed scheme can
improve the performance of applications by 12.4% on average
compared to the prior approach.
II. BACKGROUND
A. New Generation Memory
There have been significant advancements in memory architectures. 3D stacked DRAM technologies have matured for
commercial systems, increasing the memory bandwidth by an
order of magnitude. New non-volatile memory is expected to
partly replace DRAM for its better density and non-volatility.
With distinct performance and capacity trade-offs in different
memory architectures, systems will most likely adopt a hybrid
memory system consisting of multiple memory architectures.
3D-stacked memory assembles DRAM chips vertically using Through Silicon Vias(TSVs) [10], [11]. There have been
several different projections about the bandwidth and latency
characteristics of such stacked memory. The true-3D module is projected to improve memory access latencies by 32.5%
over the traditional memory [10]. Subsequent studies also
expected fast DRAM parameters with stacked memory, which
has a roughly two times faster latency than the current DDR3
memory [4], [5].
High Bandwidth Memory (HBM) is an industrial standard
for stacked DRAM, which connects multiple memory stacks
and processors with a silicon interposer [2]. Each stack of
DRAM has 8 channels, and a package can have up-to 4 stacks
on an interposer with the total 32 memory channels supporting
1TB/s aggregate memory bandwidth. However, one of the
critical difference between HBM and the projected stacked
DRAM in academic research is its access latency. HBM uses
the same DRAM organization as DDR4 and thus it does not

directly improve the DRAM access parameters significantly.
Therefore, HBM improves the memory bandwidth by an order
of magnitude, but has little improvement in unloaded memory
access latency.
Even with a similar 3D-stacked memory technology, many
academic projections and industrial standards diverge for
latency and bandwidth characteristics. Figure 1 presents the
diversity of latency and bandwidth of various memory architectures. For some memory types, the supported bandwidth
is not disclosed, and thus they are shown on the x-axis.
Many of the plotted memory architectures may co-exist for
the same generation of processor architectures, and they will
be combined to provide hybrid memory systems.
Hybrid Memory: Along with the new DRAM and NVRAM
technologies, the main memory system is expected to consist
of multiple different architectures. Such hybrid memory architecture further complicates the prefetcher optimization. A
data request from an LLC miss can be served by different
memory architectures with distinct latency and bandwidth
characteristics. The hybrid memory can be managed by the
pure hardware mechanisms advocated by recent studies [5],
[4]. In the approaches, a hardware translation table maps the
logical memory space to the system memory space consisting
of multiple memory types. However, a more evolutionary way
to support the hybrid memory is to expose the heterogeneity
of memory to the operating system, and the OS manages the
memory mapping [12].
B. Prefetching
Hardware prefetching can convert the high bandwidth of
stacked memory to actual performance of applications. In this
paper, we use one of the most widely used prefetchers, stream
prefetcher, as our target prefetcher.
1) Stream Prefetcher: Stream prefetcher have been used extensively both in commercial [13], [14] and research fields [1],
[15], [16]. Stream prefetchers prefetch a contiguous chunk of
memory if locality is found for address streams. Although its
potential coverage for prefetching can be high as a localitybased prefetching, a large portion of prefetched data may not
be used, if the accuracy is low. The prefetcher can track
multiple streams simultaneously with stream entries, and an
initial miss to a new region inserts a new stream entry. Once
the entry is created, any subsequent access to the nearby
locations (within +/- N cacheblocks) from the stream start
point will train the entry. Once the entry is trained, the
prefetcher monitors the memory regions from the beginning
point (address A) to the end point (address A + P), and if any
demand access to the region occurs, the prefetcher generates
prefetch requests from address A+P+1, A+P+2, ... , A+P+N.
The prefetcher has two important parameters governing
its aggressiveness behavior. First, the prefetch distance (P
in the aforementioned description) determines how far future
the prefetcher predicts, and second, the prefetch degree (N)
determines how many prefetch requests are generated for each
trigger. In this paper, the prefetch distance ranges from 4 to
64, and prefetch degree ranges from 1 to 32.

2) Feedback-directed
Prefetcher:
Feedback-directed
prefetching proposed by Srinath et al. adjusts the two
parameters (distance and degree) depending on how well the
prefetcher works for the current application [1]. In the study
with a single-core setup, instead of selecting two parameters
independently, it defines five different aggressive levels, very
conservative (4,1), conservative (8,1), middle-of-the road
(16,2), aggressive(32,4), and very aggressive (64,4). In the
parenthesis, the first number denotes the prefetch distance,
and the second number denotes the prefetch degree.
The feedback-directed framework monitors the accuracy
(high, middle, low), prefetch lateness (high, low), and cache
pollution (yes or no) with several estimation mechanisms.
Based on the three monitored states of prefetcher performances, one of the five aggressiveness parameters is selected.
In addition to the aggressiveness adjustment, the framework
also uses a dual insertion policy to determine the position
of prefetch data in the LRU chain. If the prefetched data are
determined to be useful, they are inserted to the MRU position.
Otherwise, they are inserted to the LRU position not to pollute
the demand data.
The feedback-directed prefetching adjusts its aggressiveness
parameters based on how well a running application exploits
the prefetcher capability. However, when the aggressiveness
levels are defined, it is based on a given fixed memory
architecture and how many cores can share it. For each
memory architecture, the five levels of pre-selected parameters
may not cover the optimal configuration for the memory type.
As will be discussed in the next section, different memory
architectures require different aggressiveness controls. With
many possible memory configurations, it can be difficult
to cover all the available memory architectures, when the
processor and prefetcher are designed. In the next section,
we present how difference in memory architecture affects the
optimal prefetcher aggressiveness.
III. M OTIVATION
A. Methodology
To evaluate this work, we use the McSim [17] simulator
based on the Pin binary instrumentation. The simulator uses
the RUBY model in the GEMS simulator [18] for the detailed
memory system model. The core model is a 4-way out-of-order
processor. The private L2 cache capacity is 256KB per core,
and the shared L3 cache has 2MB capacity for each core, with
an 16MB LLC for the 8-core configuration. For the external
memory, we use DRAMSim2 with different timing parameters
for each memory type. The rest of system configurations are
shown in Table I. For workloads, we use 16 applications from
the SPEC CPU2006 benchmark suite. We use both singleapplication runs where the same application runs on every core
in a multi-core configuration, and mixed runs with different corunning applications. The details of mixed run combinations
are shown in in Table II.
Memory Architecture: In this paper, we evaluate seven
memory configurations. Table III lists the seven configurations
with their parameters. DDR uses DDR3-1600 parameters,

Parameter
Processor
L1 Caches
L2 Caches
L3 Caches
Coherence
Memory
Controller
Prefetcher

Value
8 out-of-order cores
(3.2GHz, 4 ways, 128 ROB size, x86 ISA support)
32KB per-core, 4-way set associative
64B block size, 1-cycle latency
256KB per-core, 8-way set associative
64B block size, 9-cycles latency
2MB per-core, 16-way set associative
64B block size, 21-cycles latency
Directory-based coherence, MOESI protocol
Open-page policy
FR-FCFS scheduling [19]
Stream prefetcher with 8 streams [13]

TABLE I: System configurations
and two memory channels are used for 8 cores. HBM uses
HBM-1600 parameters with 16 channels. In this memory
configuration derived from the industry specification, it uses
a similar timing as DDR4. In this paper, we use the HBM
memory as our primary new memory architectures. However,
in addition to the baseline HBM from the standard, we also
explore additional variants of HBM with lower latency or with
lower bandwidth. fast HBM is a hypothetical stacked DRAM
memory, which mimics the parameters used in recent stacked
DRAM studies in academia [4], [5]. Although the channel
bandwidth is the same as HBM, the internal DRAM frequency
is doubled, so that it can reduce the unloaded latency by half
compared to HBM. half HBM is similar to HBM, but uses
8 channels instead of 16, reducing the overall bandwidth by
half. HBM can be configured in various ways, and half HBM
represents one possible configuration. The rest three hybrid
memory architectures combine the DDR memory and one of
the three HBM memory architectures.
Prefetcher Configuration: The evaluated stream prefetcher
has 8 stream entries, and there is a stream prefetcher for each
core, since each core may run different workloads. Each stream
is trained by LLC misses, but triggered by LLC accesses. We
use 5 distance parameters (4, 8, 16, 32, and 64), and 6 degree
parameters (1, 2, 4, 8, 16, and 32). The framework must find
a pair of distance and degree parameters from 30 possible
combinations.
B. The Effect of HBM on Prefetcher Designs
One of the most significant benefits of stacked memory is
the increase of memory bandwidth. Although the prior studies
of stacked memory show that the application performance can
be improved both from the reduced latencies and increased
bandwidth, the commercial realization of stacked DRAM most
Name
mix-0
mix-1
mix-2
mix-3
mix-4
mix-5

Benchmarks in each mixed workload
astar,povray,sphinx3,GemsFDTD
omnetpp,bzip2,GemsFDTD,libquantum
gcc,libquantum,omnetpp,soplex
xalancbmk,mcf,milc,gcc
sphinx3,mcf,hmmer,soplex
libquantum,milc,soplex,bzip2

TABLE II: Workload mixes

fast HBM
half HBM
hybrid 1
hybrid 2
hybrid 3
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Fig. 3: Application performance with different distances (xaxis) and degrees (y-axis): darker point represents higher
performance
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Fig. 2: Prefetcher performance with DDR and HBM
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HBM

Value
4GB, 2 channels, DDR3-1600(800MHz) [20]
tCL=11, tRCD=11, tRP=11, tRAS=28
8 banks/rank, 2 ranks/dimm, 1 dimm/channel
16 channels, HBM-1600(800MHz) [2]
tRCD=11, tRP=12, tRAS=23
16 banks/channel 8 channels per stack
HBM with x2 frequency : 1600MHz
HBM with /2 channels : 8 channels
HBM + DDR
fast HBM + DDR
half HBM + DDR

&GITGG

Parameter
DDR

likely provides the bandwidth improvement with little changes
in latencies [2].
To quantify how the increased bandwidth affects the
prefetcher design, we first show the performance changes by
different prefetcher parameters for DDR and HBM memory.
Figure 2 presents the performance of single-type applications
with DDR or HBM memory. All results are normalized to the
run without prefetching for each memory type individually.
For prefetch configurations, the figure shows four settings.
First, a conservative prefetcher uses a distance of 8 and
degree of 1, which generates only one prefetch at a time.
Second, an aggressive prefetcher uses a distance of 8
and degree of 16. Third, a feedback-directed prefetcher
uses the same 5-level aggressiveness adjusted dynamically
as the prior work [1]. static best represents the ideal
performance when the best parameters are chosen for each
application by exhaustive runs with all possible combinations
of the two parameters, distance and degree.
When two memory types are compared, the most critical
difference is that the aggressiveness of prefetchers must be increased significantly for HBM. With the high bandwidth HBM,
the demand accesses from general purpose cores with multiple
caches may not fully utilize the huge bandwidth, and thus
speculative accesses from prefetching help the performance
significantly. In DDR, the conservative prefetcher provides
a good performance compared to the aggressive prefetchers.

Fig. 4: Average standard deviation of performance by varying
distances and degrees
However, the aggressive prefetcher performs significantly better with HBM.
With HBM, the prior feedback-directed prefetcher does not
perform well, since HBM requires different parameter settings.
The pre-selected aggressiveness and the fixed decision tree
based on the usefulness of prefetch data, can be very sensitive
to the memory architecture. Whenever the cache hierarchy and
memory change, the prefetch parameters must be re-tuned.
Considering the diversity of future memory architectures,
it will be very difficult to consider all possible prefetcher
settings.
Figure 3 presents how distance and degree parameters
affect the performance of four applications. The x-axis is the
prefetch distance and the y-axis shows the prefetch degree.
The darker each rectangle is, the better the corresponding
parameters perform. As shown in the four examples, HBM
generally pushes the best parameters towards more aggressive
sides. Furthermore, the best configuration differs in the four
applications. A simple aggressive level may not cover the
complexity of the parameter selection space.
The Effect of Distance and Degree: Between the two parameters (distance and degree), we investigate which one incurs
more variance in performance. Figure 4 presents the average
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Fig. 5: Performance impact by pollution and the number of
memory channels
of standard deviation of normalized performance for each
application, when only one of the two parameters changes. The
gray bars represent the variance caused by distance. For each
degree level, all possible distance parameters are evaluated,
and the standard deviation of normalized performance is
calculated to represent the variance by distance. Similarly,
The white bars represent the variance caused by degree. As
shown in the figure, the degree has a much higher impact
on performance, since degree controls parallelism in prefetch
requests which are highly affected by available bandwidth.
Based on this observation, we optimize our search algorithm
in Section IV.
The Effect of Pollution and Channel: Figure 5 presents
how pollution and extra memory channels affect the prefetch
performance in HBM and DDR. Figure 5 (a) shows the
effect of mitigating cache pollution. For HBM and DDR, both
conservative and aggressive settings are evaluated.
The first dark bar shows the baseline cache, and the second
bar shows the performance by storing the prefetched data
in a hypothetical separate cache, whose size is the same as
the baseline cache. Once the prefetched data are accessed
by demand requests, the prefetched data are moved to the
normal cache. Unused prefetch data never pollute the demand
cache. As shown in the figure, the pollution still affects the
effectiveness of prefetching modestly, even though the onchip cache sizes have been increasing. When HBM and DDR
are compared, the memory bandwidth has much a higher
impact on the performance of prefetching. However, mitigating
the pollution effect will improve the prefetching effectiveness
further. Considering the relatively modest performance potential of pollution mitigation, the solution for the pollution
problem is necessary, but it should not require any significant
complexity and area increase in the design.
Figure 5 (b) shows how doubling memory channels affect
the performance in HBM and DDR. As expected, HBM
already has enough bandwidth to support 8 cores and prefetchers, and thus performance impact is small, while in DDR,
the performance gain with doubling memory channels is
significant.
IV. DYNAMIC P REFETCHER R ECONFIGURATION
To find the best prefetch parameters dynamically, we apply
a search mechanism based on random sampling. Starting from

a random point, the profiling execution tries several different
parameters, and use the best one. This section describes the
overall algorithm and how to implement it in the prefetch
controllers.
A. Search by Random Profiling
To find the best prefetch parameters dynamically with
different applications and memory architectures, we employ an
approach based on random sampling. The prefetcher controller
for each prefetch engine periodically enters a profiling phase
when the searching process is conducted. Once the best
parameters are found in the profiling phase, the controller
uses them for the next execution phase. Figure 6 describes
the profiling and execution phases during an interval.
During the profiling phase, the controller picks a few sets
of random parameters, and find the best one. Instead of using
indirect metrics to evaluate the prefetch performance, such as
accuracy, lateness, and pollution as used by the prior work [1],
we use a direct performance metric, instruction throughput,
to assess the prefetch performance. Although such random
sampling will eventually find the best one with a sufficient
number of trial runs, reducing the number of trials is important
not to spend much of the application execution time with suboptimal prefetch parameters. To reduce the number of trial
runs, we employ several optimizations:
First, with two aggressiveness parameters (distance and
degree), the search space is two-dimensional. However, to
reduce the search space, the profiling phase uses two-step
one-dimensional search processes. As discussed in Section III,
the performance variance by distance is smaller than prefetch
degree (Figure 4). The controller first tries to find the best
distance with the lower performance variance, and it further
searches the best degree with the higher variance.
Second, for each search of distance or degree, the searching
process exploits the common forms of performance curves
when distance or degree increases while the other parameter
is fixed. The curves rarely exhibit multiple local maximums
which differ from the global optimal point. Exploiting the
common behavior, the controller starts from a random point,
and tries both directions (smaller and larger parameters). Until
performance starts dropping, the search process is repeated.
Third, to reduce the required steps to find the maximum
performance, each profiling phase starts with the previously
used best parameter. It allows the search process to finish
quickly, since many workloads exhibit relatively stable behaviors across intervals. Even if the execution phase changes, the
controller eventually finds the best one for the current interval
from the previous best one just with increased numbers of
trial runs to reach the optimal point. Furthermore, for every
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10 intervals, the profiling run starts from a fresh random point,
to avoid using obsolete parameters.
In our implementation, each trial run is 200,000 cycles. The
number of trial runs vary dynamically, the average number of
trial runs and its standard deviation are 3.77 and 0.42. The
random profiling runs take only several steps until it reaches
the best parameters. Once the profiling runs complete, the
execution phase begins and lasts for four times of the profiling
cycles.
B. Mitigating Cache Pollution
Although the cache pollution incurs a relatively minor
performance degradation, this study investigates that how
adopting a pollution mitigating solution affects the prefetcher
performance. The prior study by Srinath et al. investigated the
pollution problem, and their solution is to control the insertion
position of prefetch data [1]. Depending on the pollution
caused by of prefetch data, the prefetch data can be inserted
to one of half, LRU-4, and LRU position. LRU-4 denotes the
one fourth position from the LRU position in the LRU stack
of each set. In the scheme, called insertion-only, if a demand
hit occurs to a prefetched cacheline, the prefetched cacheline
is promoted to the MRU position directly.
In this study, we modify the prior approach for the prefetch
reconfiguration mechanism based on random walks. Furthermore, even though the prefetched data are useful, they are
often not reused after the initial demand hit to the prefetched
data. To avoid the pollution of caches by such patterns, we
further optimize the technique by soft-partitioning for prefetch
and demand data.
Instead of changing just insertion point, we propose to create a soft cache partition where the prefetch data can be stored,
and the size of the partition is determined dynamically. Not to
increase the complexity of cache architectures significantly, we
adopted a simple pseudo-partitioning from PIPP [21], which
uses both insertion point and incremental promotion to mimic
the effect of partitioning. Depending on the importance of
prefetched data, the prefetched data are inserted into one
of the positions in the LRU chain from the MRU to LRU
position. However, when hits occur, the cachelines both from
demand and prefetch, are promoted just by one step toward
the MRU position, instead of jumping to the MRU position in
the traditional LRU policy.
To justify the effectiveness of soft partitioning for prefetch
and data cachelines, we exhaustively evaluate all possible
combinations of insertion points for demand and prefetch

data. Figure 7 shows the average performance improvement
by using the insertion-only policy and by using both insertion
and incremental promotion. The figure is the average of the
static best performance for all the applications, where the best
insertion point is selected for each application. As shown in
the figure, using the soft partitioning shows slightly higher
performance than the insertion-only policy, when the best
insertion point is selected.
Insertion Position for Prefetched Data: The decision process
for determining the insertion position for the prefetch data
must not be complicated. Furthermore, to simplify the hardware support and to be applicable to pseudo-LRU implementations, fine-grained insertion control, which puts cachelines
to any position between MRU and LRU is not desirable.
Therefore, from the exhaustive experiments for attempting all
possible insertion positions for demand and prefetch data, we
concluded that two most beneficial policies can reap most of
the benefits of pollution mitigation. For the two top policies,
the demand data are always inserted to the MRU position. The
first policy is to put prefetch data in the quarter position to
the LRU position (LRU-4: 3/4 from the MRU position), and
the second policy is to put the prefetched data in the LRU
position. Once both demand and prefetch data are inserted,
they are promoted only by one step in the LRU stack to provide
pseudo-partitioning.
The prefetcher controller selects one of the two policies,
depending on the current accuracy of prefetchers. The prefetch
accuracy is tracked in the same way as the prior feedbackdirected prefetcher. Each cache tag has a prefetch bit, which
is set for each prefetched data, and cleared when the data
is accessed by a demand access. Whenever a prefetch bit is
cleared, the controller increases the used prefetch counter to
assess the accuracy of prefetchers.
V. E VALUATION
A. Performance with Single Memory
The first results show the effectiveness of the proposed
technique for four different single-type memory architectures.
Figure 8 presents the performance with the proposed technique, normalized to the runs without prefetching. For each
application, the first bar (feedback) shows the performance
with the prior feedback-directed technique, and the second
(RP) and third (RP+PP) bars represent the proposed random profiling (RP) without and with pollution mitigation by
prefetch partition (PP).
Comparing DDR and HBM in Figure 8, the overall benefit
of prefetching increases significantly with HBM, since the extra bandwidth with HBM allows more aggressive prefetching
without the negative impact of wasting memory bandwidth.
For example, libquantum, bwaves, and leslie3d show
significant increases of prefetch benefit with HBM. With DDR,
the feedback-directed prefetcher performs effectively and the
difference between the feedback prefetcher and the proposed
technique is very small, except for sphinx3 and leslie3d
where the proposed one has a clear advantage. However, with
HBM, the performance gap between the proposed one and the
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Fig. 9: Average performance with hybrid memory
prior work increases significantly, since the prior approach was
optimized towards the DDR memory.
The two other memory architectures show similar trends as
HBM as shown in Figure 8, since one of the key resources
necessary for effective prefetching is memory bandwidth, and
the two memory types (fast HBM and half HBM) provide
ample bandwidth. In general, performance trends are similar
to those with HBM, although the optimal configuration for
each case may differ.
As expected, the mitigation of pollution adds extra performance improvements, although the improvement is modest by
3.6% on average. However, supporting the prefetch partitioning requires a low extra complexity with modified insertion
and promotion policies. For all four types of memory, the
proposed technique finds a good configuration consistently,
while the feedback-directed prefetcher fails to find a good one
for new high bandwidth memory architectures.
B. Performance with Hybrid Memory
Hybrid Memory Mapping: In the hybrid memory architecture, actual memory traffic patterns may differ by how the
operating system allocates fast memory pages (HBM memory)
and DDR memory pages to applications. In this paper, we investigate three policies. The first policy (hotpage) maps hot
pages to the stacked memory, and the rest of pages to the DDR
memory. The policy represents the memory allocation status
if a dynamic page migration mechanism is extensively used
for the hybrid memory. The rest two (5:5 and 3:7) statically
partition the application memory to 5:5 and 3:7 ratios between
HBM and DDR. Such page placement mimics scenarios when

Static best.

HBM

hybrid 1 hybrid 2 hybrid 3

Fig. 10: Performance summary
the operating system cannot allocate enough HBM pages to an
application due to the limited HBM capacity, or the operating
system decides to map more important applications to HBM
by a priority policy [4].
Figure 9 shows the average performance with all hybrid memory architectures with three allocation policies. The
graphs show the normalized performance with hotpage,
hd(5:5), and hd(3:7) placements. In the figure, the first
bar is with feedback prefetcher. Across different hybrid
memory and placement scenarios, the proposed scheme improves the feedback prefetcher by from 4.1% to 9.6%. The
performance improvement is slightly higher with hotpage,
since with the policy, the high bandwidth memory is accessed
predominantly.
C. Summary
Figure 10 presents the overall performance improvement
with the proposed techniques from all applications. For all
cases, the proposed scheme outperforms the prior feedbackdirected prefetcher by from 3.6% (DDR) to 12.4% (HBM).
The overall performance improvement is close to the static
per-application best configuration found by exhaustive runs
with all possible parameters. Prefetch partitioning to reduce
pollution further improves the performance by 3.6% on average. The proposed prefetcher reconfiguration framework
achieves the performance improvement just by tuning prefetch
parameters on the fly, which require little extra costs and no
apparent negative impact.

VI. R ELATED W ORK
There have been several studies for the importance of
considering the prefetch aggressiveness. Srinath et al. designed
a mechanism to dynamically adjust the aggressiveness of
prefetchers with feedback information [1]. Pugsley et al.
proposed a technique to evaluate the prefetching effectiveness based on sandboxing, which can determine the benefit
of prefetching without initiating real prefetch requests [15].
Jimenez et al. proposed mechanisms to control and selectively
use the hardware prefetcher based on a SW-based sampling
technique [22].
For multi-cores, Ebrahimi et al. proposed to coordinate multiple prefetchers to prevent interference by applications running simultaneously [23]. Prefetch-aware DRAM controllers
schedule demand and prefetch requests properly to utilize
limited memory bandwidth efficiently [24]. Lee et al. explored
the interaction between prefetchers and on-chip networks [25].
There have been several studies for managing caches considering prefetch data. Wu et al. proposed a prefetch-aware
cache management to adjust insertion and promotion for
prefetching [16]. Seshadri et al. reduced cache pollution by the
prefetcher considering low re-usability of prefetched data [26].
VII. C ONCLUSION
Unlike many prior prefetch studies based on a fixed memory
architecture, this study investigated how the differences in
memory architecture affect the optimal prefetching scheme,
and how the prefetching parameters can be dynamically adjusted. The proposed search scheme based on random sampling is not tied to a fixed memory architecture, and it does
not require to re-tune prefetchers or controllers for different
memory systems.
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